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ABSTRACT
Collaborative Object Groups are abstractions that

facilitate programming of collaborative systems

considerably. In this paper, we argue that operational

transformation should be offered to programmers as a

part of services provided by a Collaborative Object

Group platform and describe how to integrate operational

transformation in such a platform. We also explain how

operational transformation solves well-known problems

of collaborative systems, such as latecoming,

earlyleaving, coupling/uncoupling, undo/redo and

version merging in a generic way.
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COLLABORATIVE OBJECT GROUPS
A collaborative object group is — as its name implies —

a collaborative variant of an object group.

Object groups [ISIS93] originate from research into

group communication [Powe96] on the one hand and

research into distributed object computing such as

CORBA on the other hand. An object group consists of a

number of replicas: the member objects. Basically, an

object group provides replication transparency that

allows programmers to treat such a collection of member

objects as if it were a single object. For example, an

invocation of an object group behaves similar to an

invocation of a single object. Currently, OMG is

standardising object groups as a solution for fault

tolerance through entity redundancy [OMG98]. Many

groupware systems and platforms have used group

communication techniques in general and object groups

in particular e.g. [HoLu97]. The motivation for using

object groups primarily has been the responsiveness one

may obtain despite possibly high latencies in wide-area

networks.

Collaborative object groups – an innovation pioneered in

the Multicast Object Request Broker (MORB) [Hoft98]

– in addition to replication transparency, provide

consistency transparency: a collaborative object group

allows for multiple collaborative consistency

management policies and dynamic switching between

different policies during its lifetime. For example, during

one phase in its lifetime, a collaborative object group

may be strictly coupled, i.e., employ a collaborative

consistency management policy that avoids

inconsistency, which corresponds to the consistency

management policy that has been traditionally supported

by object groups. During such phases, a collaborative

object group behaves as if it were a single object. During

another phase, a collaborative object group may be

completely uncoupled, i.e., allow different versions to

emerge and persist. During such phases, a collaborative

object group behaves as if each member object is a

separate object. Collaborative object groups allow

programmers to think of invocations between

collaborative object groups as invocations between

objects, as illustrated Figure 1.
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Figure 1  Replication and consistency transparent invocation

between collaborative object groups (dashed lines indicate

consistency transparency, gray ovals indicate replication

transparency. Gray rectangles indicate computer systems)

Transitions between the various phases are supported by

the MORB platform [Hoft98]. This has facilitated the

development of advanced groupware systems such as

CoCoDoc, a collaborative compound document editing

platform [Hoft98] in which the coupling level can be

varied by changing the collaborative consistency policy

of one or more collaborative object groups. Thus,

CoCoDoc supports users to collaborate more loosely

during some phases in collaborative work and more

tightly during other phases of work.

The MORB platform only supported two consistency

management policies: strict coupling and uncoupling. In

such an environment, the following services for

collaborative object groups are dealt with separately:

– State transfer needed because users join, leave,

disconnect or reconnect to collaborative object

groups or because they change their collaborative

consistency management policy;

– Group undo / redo;

– Version merging.

Operational transformation can solve these problems in a

more generic way.



OPERATIONAL TRANSFORMATION
Due to unordered delivery in networks with

unpredictable latency, the collaborative object group may

become inconsistent. In addition to the well-known fifo,

causal and total order delivery that a platform could

provide to prevent inconsistencies, a platform should

provide operational transformation, when network

latency is high (e.g., in intercontinental Internet

connections, or in congested networks), or extremely

high (e.g., when mobile computer disconnect from the

network or when people voluntarily or involuntarily get

disconnected from the group). In such circumstances, it

may take very long to determine the total order (e.g.,

because it takes very long to obtain the total order token).

In order to make progress and to allow a groupware

application to make its service available (though in a

“degraded” form), the platform should deliver messages

only in causal order, which allows direct delivery of

received messages to local collaborative object group

members. This implies that delivery may be out of the

total order.

Due to out-of-total-order delivery, the collaborative

object group may become inconsistent. However, in

many cases the platform may be able to support re-

establishing consistency at system quiescence, i.e., when

all messages at all sites have been delivered and executed

(which, for disconnected computer means that they have

to get connected again).

For example, when a and b are two actions in concurrent

messages (i.e., messages that may be delivered out of

total order), and when (a, b)→(ab, ba) is a consistent

transformation (cf. L-transformation in [ReNG96]) of a

into ab and b into ba, i.e., a transformation that satisfies

∀s∈Sm : a
b(b(s))=ba(a(s)), where Sm denotes the set of

states a medium m can be in, then achieving consistency

at quiescence is possible.

b

a

ba

ab

Figure 2  Consistent transformation: (a, b)→(ab, ba): either

path reaches the same state (adapted from [ReNG96])

We will not describe details of such algorithms (for more

details and proofs of correctness, particularly for cases

when messages are received multiple positions out of

order, we refer to [ReNG96] and [Kana97], which

describe similar algorithms), but only sketch the main

idea behind these algorithms, which will help us to

explain the relation between operational transformation

and several well-known issues in collaborative systems in

the next section.

Suppose two sites both receive two concurrent messages,

one contains the action a and the other action b, and

suppose a groupware application specifies the consistent

transformation (a, b)→(ab, ba), then, as illustrated in

Figure 2:

– when a is received first and b next, the message

containing a is delivered immediately, whereas the

message containing b is delivered as ba (e.g., as

special transform request message containing the

original messages for b and a);

– when b is received first and a next, the message

containing b is delivered immediately, whereas the

message containing a is delivered as ab (e.g., as

special transform request message containing the

original messages for a and b);

Inspired by the work of Kanawati [Kana97], we can

distinguish particular types of consistent transformations,

which may be exploited by the collaborative object group

platform to optimise its behaviour and to remove

unnecessary1 information from its buffers when possible:

– Two actions are commutative (denoted as a↔b)

when their consistent transformation function is

specified as (a, b)→(a, b), which implies ∀s∈Sm :

a(b(s)) = b(a(s))), i.e., the order of execution does not

affect the net final state. For example, moving an

object on a whiteboard and changing its colour may

be specified to commute. Commutativity implies that

no transformation of delivered messages is necessary

to achieve consistency at system quiescence.

– Two actions may be masking. There are two cases. In

the first case b masks a (denoted as aŒb), when their

consistent transformation function is specified2 as

(a, b)→(id, b), which implies ∀s∈Sm: b(s)=b(a(s)),

i.e., executing b after a has the same net effect as

executing b only. For example, deleting an object

after moving it has the same net effect as deleting it.

When b is received first and then a, action a need not

be executed and can be deleted from the history list.

In the second case, a masks b (denoted as aÕb), when

their consistent transformation function is specified as

(a, b)→(a, id), which implies ∀s∈Sm: a(b(s))=a(s),

i.e., executing a after b has the same net effect as

executing a only. When a is received first and then b,

action b need not be executed and can be deleted

from the history list. A special case of masking can be

found in memoryless actions, (denoted as ŒŒb)), i.e.,

actions with a property that is defined as ŒŒb ⇔
∃y∈Sm∀s∈Sm: b(s)=y. Hence, ŒŒb implies ∀a∈Am

∀s∈Sm : b(a(s))= y = b(s) ⇔ ∀a∈Am: aŒb, i.e., a

memoryless action masks all previous actions. For

example, actions set_state and load are typically

memoryless actions. This property may be used to

delete all previous actions from a history buffer.

– Two actions conflict with each other (denoted as

aNb), when their consistent transformation function

                                                          
1 For reaching consistency at system quiescence, that is.

2 id denotes the identity function, i.e., ∀s∈Sm: id(s)=s .



does not specify commutativity or masking, i.e., aNb

⇔ ¬(a↔b) ∧ ¬(aŒb) ∧ ¬(aÕb). For example, two
actions to insert text in a string, one at position 5 and

another at position 7 typically will be specified to be

conflicting; this requires specification of a consistent

transformation (a, b)→(ab, ba).

For a single pair of actions (a, b), many consistent

transformations may exist. Finding the transformation(s)

that preserve intentions of users is a complex,

application-specific issue. For example, when two users

concurrently insert the letter at the end of the word

“groupwar”, say one inserts “e” and the other inserts “s”, in
theory, the set of consistent transformations from which a

developer may choose, includes:

– (ins(“e”),ins(“s”))→((backsp; ins(“e”); ins(“s”)), ins(“s”)),
which results in “groupwares” at system quiescence;

– (ins(“e”),ins(“s”))→((ins(“e”), (backsp; ins(“s”);ins(“e”))),
which results in “groupwarse” at system quiescence;

– (ins(“e”),ins(“s”))→((backsp; ins(“e”), id),
which results in “groupware” at system quiescence;

– (ins(“e”),ins(“s”))→(id, (backsp; ins(“s”)),
which results in “groupwars” at system quiescence;

– (ins(“e”),ins(“s”))→(backsp, backsp),
which results in “groupwar” at system quiescence;

– (ins(“e”),ins(“s”))→((backsp; ins(“OOPS”)),
(backsp; ins(“OOPS”))),
which results in “groupwarOOPS”.

As can be observed from the above example, when

actions can be undone, e.g., when there is a undo action

b-1 for b such that ∀s∈Sm : b
-1(b(s)) = s, a consistent

transformation of the form (a, b)→((b°a°b
-1), b) may be

found. This transformation uses an undo/redo strategy:

when a is received later than b is delivered, it may be

possible to undo b (i.e., perform the action b-1), then

execute a and then re-execute b [SuZY95]. Similarly,

undo actions a-1 may allow specification of a consistent

transformation of the form (a, b)→(a, (a°b°a
-1)).

In some cases, operational transformation should result

in uncoupling and the emergence of parallel versions (cf.

calculation of diffs; semantic merging is done later by the

users, through a version merging function offered by the

groupware application). The operational transformation

only specifies that the history at each site forks and that

two parallel versions are available. Such a transformation

may be represented as

– (ins(“e”),ins(“s”))→((backsp; version_ins(1,“e”); version_ins(2,“
s”)), backsp; version_ins(1,“e”); version_ins(2,“s”)),
which may result in results in a versioned state at

system quiescence ”groupware{e}1{s}2”, where {}n

represents a part of the string that is particular to

version n. The groupware application may then

decide to display version 1, version 2, or a diff of

both versions, e.g., “groupwares”.

OPERATIONAL TRANSFORMATION IN
COLLABORATIVE OBJECT GROUPS
Operational transformation provides a generic solution

for issues in collaborative object groups that are typically

dealt with separately:

– State transfer is needed because users join, leave,

disconnect or reconnect to collaborative object

groups or because they change their collaborative

consistency management policy. All these situations

can be modelled as an intentional increase in network

latency (leave, disconnect, uncouple) that delays the

delivery of messages until an intentionally selected

moment (join, connect, couple). The operational

transformation algorithms don't mind that the delays

are intentional rather than unintentional. State is

"transferred" by executing the delayed messages.

Such a log of delayed messages can be deliberately

compressed at the sender by inserting memoryless

actions that don't change state, such as a pair of

save/load actions.

– Group undo / redo. As may be observed in the

previous section, undo/redo functions can be used to

support operational transformation. A group undo  is

different: it may be modelled as a normal undo that

happens to be delayed and needs operational

transformation to be executed in the proper context

(just like any normal operation that is delayed).

– Version merging may be considered as a human-

assisted form of operational transformation. As may

be observed in the previous section, in some

situations, the only way to preserve (some) of the

intentions of users is to specify operational

transformations that cause the emergence of parallel

versions, which have to be merged by the users.

Vice versa, collaborative object groups provide a simple

programming model for operational transformation: a

group of replicas behave "just like" a singe object (but it

may just be temporarily inconsistent).

Whereas delivery orders fifo, causal and total can all be

implemented with mechanisms that only rely on the

order in which messages are sent and received, and not

on the messages themselves, operational transformation

requires that the groupware application makes actions in

messages recognizable for the platform and that the

groupware application implements transformation

functions that can be invoked by the platform instead of

normal message delivery. Groupware application

developers may decide themselves whether to use

operational transformation or not. Despite the potential

use of application-dependent information, the platform

itself is still application-independent.

PLATFORM ARCHITECTURE
As a follow-up of MORB, we recently started work on

GroupRMI, a Java RMI based platform that provides

replication transparency for Java RMI programmers.

GroupRMI has been designed with operational

transformation and use of IP multicasting in mind.
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Figure 3  Inside a GroupRMI replica: architecture for integration of operational transformation

As illustrated Figure 3, the GroupRMI design:

– buffers messages that have been delivered locally in a

'local done' queue, in order to take action when other

messages arrive that should have been delivered

earlier than recently delivered messages;

– buffers messages (also in locally in the 'local done'

queue) that have not been sent across the network yet

(in case of disconnected operation);

– buffers messages that have been received out of

causal order, in a local to do queue.

Currently, a fair portion of GroupRMI has been

implemented, but we did not start the implementation of

the operational transformation facilities yet.

USABILITY ISSUES
Our work on operational transformation takes place in

the context of the GigaCSCW project, which is part of

GigaPort (http://www.gigaport.nl), the Dutch "Internet2"

project. High user expectations caused by the large

bandwitdth of national and international connections

make it urgent to deal with any possible latency

bottleneck in synchronous collaborative systems.

Operational transformation is one of the most promising

ways to match these high expectations.

In the social-technical GigaCSCW research project, the

ultimate goal of the research on operational

transformation is to test the value and limits of

operational transformation in experimental and/or pilot

situations. Based on a solid open platform and a set of

operational transformation algorithms, we would like to

address social-technical research questions such as:

– To what ratio between user activity and co-worker

unawareness (e.g. caused by longer periods of

disconnection) is operational transformation usable?

– When is version merging a better alternative?
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